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Abstract This paper presents an ambient intelligence system aimed at increasing
the security of elderly people in their living environment. The proposed system processes both video and audio signals to detect dangerous events and trigger automatic
warnings. The system is implemented through a software middleware for multimedia streaming and processing in which the information is processed in several, distributed software nodes. This paper focuses on the fall detection video processing
node and on the sound classification and localization audio processing node. The
system has been tested both in a laboratory and in a real-world scenario, demonstrating high performance levels.

1 Introduction
Distributing intelligence among agents and objects that share the same environment
is the main idea of Ambient Intelligence [1, 2, 3]. These kinds of systems are usually
based on spreading different kinds of sensors and actuators over the environment in
order to capture relevant information and to act accordingly inside the ambient.
In recent years particular attention has given to applications of intelligent ambient
aimed at helping elderly people living alone, maintaining their independence, while
assuring a high level of assistance when needed.
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Here we present a system able to detect video and/or audio events occurring in
an assisted house which might be related to dangerous situation for people living
inside. In the presented system several dangerous events are recognized through a
distributed multimodal approach, salient elements are presented to a human operator
that will doublecheck the events retrieved and will accordingly plan an emergency
response.

Fig. 1 Scheme of the proposed system. Cameras and microphones placed in the environment are
used as input to the fall detector and sound classification modules.

2 System overview
The intelligent ambient proposed in this paper is composed by several audio and
video sensors spread in the environment. Data streams from these sensors are collected and processed in order to present to a remote operator or a remote control
room only the relevant (or dangerous) events detected by the system. However, like
in traditional CCTV surveillance systems, in case of an emergency the remote operator can have access to the raw streams of audio and video data, in order to validate or not the “dangerous event” reported by the autonomous system. Cameras
of different types and microphones collaborate to acquire as much information as
possible from the environment. The use of a multimodal and distributed approach
implies the management of several computational units capable of cooperating and
exchanging information. To achieve this modular approach a distributed framework
called Network-Integrated Multimedia Middleware developed by Motama (NMM)
has been used [4]. Through this framework it has been possible to develop (see
Figure 1) and implement the whole system in a modular way, distributing the algorithms and their computational weights among several smaller software modules
and hardware processing units. The system has been organized in modules that can
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exchange video and audio streams as well as custom messages. Thanks to the network support, modules can be distributed among several computers: this feature
becomes crucial in order to guarantee scalability while managing a high number of
sensors. Each computer has in fact limitations in terms of number of sensors that
can be connected; moreover, when using USB, Firewire or analog cameras, cable
length have a limited maximum length, and it becomes therefore difficult to manage
a system that is distributed over large areas.
The system is capable of recognizing important events using images and sounds:
sensor information are elaborated inside several NMM modules to find and track
people and to detect sounds, in order to recognize dangerous events, such as falls of
persons, but also screams, bangs or broken glasses. People are detected using cameras through frame differencing and background subtraction and are then tracked.
Moreover, from visual information it is possible to detect falls of persons: such kind
of event has been achieved by taking into account changes of tracked bounding
boxes aspect ratio. According to the multimodal approach, also sound information
are used to recognize events in the environment. Sound identification based on short
time frequency analysis has been achieved through the classification of some known
classes of dangerous sounds. In order to obtain a more exhaustive information, auditive information coming from a couple of microphones have also been used to
detect the direction of the perceived sound source.
Events detected by the system can involve one or more of its sensing systems:
for instance, a scream will be detected by the sound subsystem only, but a person
can also scream while falling down to the ground. On the other hand, a scream and
a fall can occur at the same time, but happening to different people at different positions. To understand whether two events are related or not, a data fusion algorithm
is employed to associate events detected by each module. In particular, spatial information, available for both modalities used, is analyzed to understand if it is possible
to associate the gathered information. This association mechanism is employed to
provide a more detailed description of the events.
Three types of video sensors have been tested for surveillance purposes: common perspective cameras, Pan-Tilt-Zoom (PTZ), and omnidirectional cameras. The
omnidome sensor [5], composed of an omnidirectional camera and a PTZ unit has
also been employed.

3 Intelligent perception
Audio and video sensors are used to obtain a high-level understanding of the environment, that is exploited for surveillance applications. This is what can be called
an intelligent perception system, that is, a system capable of understanding what is
happening in the environment and to properly react to specific stimuli.
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3.1 Fall detection
One event that deserves special care with elderly people is the fall: this is a dangerous situations, because after a fall elderly could be unable to move, even for pushing
a button on a device. For coping with this kind of problems, smarter devices exist,
capable of automatically recognizing falls: they are usually specifically designed for
a particular event, and do not require any input from the assisted person. Devices
for fall detection commonly available are small boxes equipped with inertial sensors
that are able to detect a brief acceleration like in case of a fall [6]; the same application has also been implemented in common mobile phones: this solution exploits
an object that people commonly owns and carry in their pocket, without the need
for a specific device [7]. All these discussed systems, however, include a device that
people need to wear or have in the pocket in order to be assisted, and this might be
distressing especially for elderly people.
A different way for addressing the same problem is to use cameras and image
processing for detecting falls. Computer vision offers the clear advantage of freeing
assisted people from wearing devices: in other words, these kinds of systems assure
a high reliability without requiring any kind of people cooperation. Moreover, the
same acquisition system could be used for detecting multiple events, each of which
would require a specific processing, but not a specific device; since it is a computer
and not a human operator that analyzes all images, privacy issues related at installing
a camera are solved by destroying images after their processing.
The topic of fall detection using computer vision has already been addressed: the
main approach is based on motion analysis, since a fall is a movement that generates
a specific motion pattern, as pointed out in [8]. Fall detectors can be based on either
motion analysis of the whole body, or focusing on some parts only, as it is the case
of the head in [9], or, finally, exploiting features like gradients [10]. In all cases, the
aim of the system is to distinguish between a fall and a normal motion, like sitting
on a chair or on a sofa, or going to bed. For this reason, both motion direction and
speed should be analyzed.
The developed fall detection module is aimed at detecting the particular motion
cues of a falling person. The module exploits a motion detection system based on
a mixed technique relying on both background subtraction and frame differencing.
Such combination is used to compensate the drawbacks they both have; in particular,
frame differencing turns out to be particularly efficient when coping with illumination changes, as discussed in [5].
The fall detection algorithm can be executed indifferently on images provided by
both perspective cameras or omnidirectional ones, after the unwarping process. The
algorithm considers all blobs found by the motion detector, and performs a further
processing based on three factors: aspect ratio, gradient and movements during and
after a possible fall. Aspect ratio provides information about the shape of the moving
object: such parameter is tracked over time in order to detect possible changes in
orientation.
The second parameter considered by the fall detector is the gradient. For performing gradient analysis, both horizontal and vertical Sobel edge detectors are exploited
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for evaluating corresponding edge images Ix and Iy . Two features, called horizontal (Gx ) and vertical (Gy ) gradients are then evaluated by summing all pixel values
inside the considered motion blob in the two images:
W

H

Gdir = ∑ ∑ Idir (i, j) ,

(1)

i=0 j=0

where dir indicates the direction (either x or y), while W and H are the width and
height of the bounding box containing the analyzed motion blob. This could seem
similar to aspect ratio, but it represents a different approach, because gradient analysis considers the content of the bounding box, neglecting the ratio between width
and height: an object can present a strong horizontal gradient even though it is vertically placed, and vice-versa. Horizontal and vertical gradients provide information because people that are walking or standing have a vertical component that is
sensibly stronger with respect to the horizontal one, while fallen people have their
main component in the horizontal direction. The fall detector then compares the
two gradients with their evolution over time, for understanding if the moving blob
corresponds to a person that is falling.

3.2 Sound identification
Sound information is also important to reveal dangerous events. Audio is useful especially when other sensors, such as video, fail to correctly detect the events. For
example, when objects are occluded or in the dark, audio sensors can be more appropriate in detecting a “noisy” event. Conceptually, there are many events which
can be better detected using audio rather than other sensors, like screams or gunshots, broken glasses, barking dogs, etc. Finally, audio sensors are a cost accessible
resource.
Traditional approaches to sound identification are based on the extraction and
classification of the signal features obtained through a spectral analysis of short
time slices of the audio wave. Mel-Frequency Cepstral Coefficients (MFCCs) are the
most common features representation for audio recognition [11]. Other well known
sound features used to classify audio sources are the Linear-Log Frequency Cepstral Coefficients (LLFCC), or the Perceptual Linear Prediction (PLP) coefficients,
or Noise Reduction Auditive Features (NRAF) [12]. A learning system is used to
classify features according to the source. Different kind of standard classification
methods have been used to classify these features, such as hierarchical sets of cascaded Gaussian Mixture Models (GMM), or Support Vector Machine (SVM) [13].
Focusing on the problem of sound identification inside an intelligent environment, some assumptions can be done: first of all a closed set of “dangerous” sounds
will be identified, such as screams, shots, bangs or breaking glasses. Moreover, the
system will work in real-time. According to these constraints, sound classification
will be performed through a short time analysis of the perceived sound, whose spec-
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trum will be processed to extract relevant features that can be used as “signature”
of the sound class. Mel-Frequency Cepstrals Coefficients (MFCC) are used as fast,
real-time and reliable sound features.
The sound recognition system is articulated in several steps: in the first one,
sound features, the MFCC, are extracted; then the sound identity claim is calculated
using a classification system based on these features, previously trained.
More in detail, during the features extraction step short frames of 30 milliseconds
of the audio signal are captured from the microphone, collected and filtered through
a raised cosine Hamming window to prevent aliasing. Each window is overlapped
with the following one by 10 milliseconds. The frequency spectrum is then calculated, applying the FFT algorithm. At last, MFCC are calculated: the module in
decibel of the frequency spectrum is multiplied by a Mel filter bank and then, finally,
the Discrete Cosine Transform is applied. The Mel filter bank is a set of band-pass
filters localized according to the Mel scale, an auditory scale capable to model the
response of the human ear. The Discrete Cosine Transform is applied to the results
of the Mel filter bank, to obtain the Mel-Cepstral vectors, that are capable of representing the short-term power spectrum of a sound, that can in turn be used as a
feature of the current sound.
Features are classified in a second stage: during an offline training step, cepstral
vectors are collected and classified to build a model for each sound; in the identification phase the cepstral vectors are compared to these models in order to find an
identity claim. The classification process of cepstral vectors is carried out by the
Support Vector Machine technology. SVM is a two-class classifier: to handle different classes the problem has been reformulated according to a strategy “One vs. All”,
in which for each target identity all remaining non-target information are modeled
as a “world” class, and then the target model is trained. This operation is performed
for each identity, in order to have a complete set of sound models.
In order to prevent fluctuations and to obtain more stable performances, a final
refinement stage has been applied: through a statistical analysis of the last 50 identity claims, the most frequent identity is claimed as the identity of the current sound
perceived.

3.3 Sound localization
In order to have a complete knowledge of the environment, detecting the identity
of a perceived sound is not enough: it is important to know its direction to allow
the system react in a correct way. Standard methodologies use two or more microphones spread over the environment in order to estimate the time delay of arrival
of the sound wave. According to this delay and to the geometrical position of the
microphones, it is possible to accurately calculate not only the direction but also the
three-dimensional position of the sound source. Commonly used techniques to calculate the time delay are based on the Generalized Cross-Correlation (GCC) function between couples of signals. In particular, in order to take advantage of redun-
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dant information provided by multiple sensors, the Multichannel Cross-Correlation
Coefficient (MCCC) method can be a good choice to calculate the sound source
position [14].
Sound source localization has been achieved through the use of couples of microphones placed in the environment. Each couple will be able to perceive a single
sound source. Knowing the distance between the two microphones, the audio source
is located through the estimation of the time delay between the waveforms perceived
by each microphone (TDOA):
 τc 
,
(2)
θ = arcsin
d
where θ is the incoming direction of the sound, d is the inter-aural distance, c is
the sound speed and t is the TDOA. The TDOA is evaluated using the Generalized
Cross-Correlation. The GCC in the frequency domain is defined as:
N−1

rxGCC
[p] =
1 x2

∑ Ψ [ f ]Sx1 x2 [ f ]e

j2π p f
L

,

(3)

f =0

where N is the number of samples, Ψ ( f ) is the frequency domain weighting function, and the cross-spectrum of the two input signals is defined as:
SX1 X2 ( f ) = E{X1 ( f )X2∗ ( f )} ,

(4)

were X1 and X2 are the Discrete Fourier Transform of the input signals and the *
denotes the complex conjugate. GCC shows a peak in correspondence of the time
delay, while minimizes the influences of uncorrelated noise. In order to mainly use
the phase information during the computation of the GCC, the PHAT weighting
function (Phase Transform Filter) has been used to normalize the amplitude of the
spectral density of the two signals:
ΨPHAT [ f ] =

1
|Sx1 x2 [ f ]|

.

(5)

The GCC is capable to show consistent information when the sound signal
changes over time without any pseudo-periodic feature: otherwise, in this last case,
the performances are drastically reduced.

3.4 Sensors fusion
A system composed of several sensors distributed over the environment enables the
monitoring of complex scenarios that would be impossible to keep under control by
using a single sensor, such as several rooms in a house, large areas, parking lots.
Moreover, the use of different modalities allows the system to capture a wide set of
events that the use of a unique modality could be not able to retrieve. But, in order
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to use in an efficient way these modalities, the system needs to put in relation the
events detected at the same time, so that once an event is recognized in one data flow,
it is possible to evaluate where it will appear in the others: this can be performed by
collecting the geometrical relationships between sensors, obtaining a multi-sensor
geometrical binding.
Geometrical information enable the system to easily put in relation information
coming from different modalities. It is possible to use a logical disjunction function
(Logical OR) to use these information in an efficient way: if some sensors detect
events that are near in the time and near in the space then these events may be related,
otherwise if only a single modality detects an event, it can drive the second one to
focus on it. An instance of simultaneous multimodal detection is the localization
of a scream that is confirmed by the detection at the same time of a falling person
localized at the same position. On the other side, if only a single modality is able
to detect an event, the geometrical descriptors enable to retrieve more information
about it: the localization by the audio processing system of a broken glass or of a
barking dog can trigger and guide a PTZ camera towards the sound source.
Such kind of geometrical information is particularly useful while dealing with
PTZ cameras: they are a natural choice for acquiring highly detailed shots of the
environment, but it is impossible to get an overall understanding of the environment
from their images. Cooperation can overcome this problem by letting PTZ cameras
be controlled by other modules: in this case the geometric information of all the
sensors present in the environment is used to point the PTZ cameras on the direction
of the perceived event, focusing on it while maintaining the attention to the rest of
the environment, through the other sensors.
With this information fusion approach, all the information captured by the system
will be used to trigger a warning message that will be sent to an human operator in
a remote control room: he will be able to override the system and, using all the
provided sensors, to double check the harmful conditions.

4 Experimental results
Tests of the system have been performed in a laboratory and in a real apartment.
Tests conduced in the laboratory Figure 2(a) used a PTZ camera, a Omnidome(R)
camera, two perspective cameras and two microphones. More extensive tests have
been performed also in a real house for elderly people, jointly with industrial partners in a complex infrastructure, in the context of the project Safe Home. Industrial
partners provided several domotic nodes to control air conditioning systems, lights
and windows. A sketch of the system is shown in figure 2(b): two perspective Axis
M1103 IP cameras have been placed in the kitchen and in the bedroom, respectively. In the Safe Home environment the system has been tested during 10 days of
uninterrupted running.
When a human enters the intelligent environment, the omnidirectional and prospective cameras perceive him and the tracking starts. Each detected person is associated
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(a)

(b)
Fig. 2 The two testing environments used for experiments: a laboratory equipped with a number
of cameras (a) and a real apartment (b).

to a numerical identifier and to a bounding box: cameras monitor the variation on
the dimension of the bounding boxes in order to detect falls. If one camera reveals
a fall of a person, a warning message is issued to a human operator in a remote control room, which in this way can simultaneously monitor several dozens of smart
environments. At the same time, if it is connected to the intelligent environment, the
PTZ cameras will receive a command to point at the direction of the falling person.
The behaviour of the system in response to auditive stimuli is similar. The sound
detection system tries to isolate sounds from silence; then, if a sound has been revealed, it is identified to recognize dangerous events, such a scream, a shoot or a
broken glass, beside natural human voice.
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4.1 Evaluation
Some experiments focused on situations with just one person in the scene, while
other were performed with several people. Event-based performance has been measured: test sequences have been divided into events, that are a set of consecutive
frames in which one or more people are either walking or falling. In 21 events a
person falls, while in 35 no falls happen.
For measuring performance, true positives (TP) and negatives (TN) have been
measured, together with false positives (FP) and negatives (FN). All these statistics
are event-based: videos exploited for performance measurements have been divided
into sub-sequences, each one representing a single event to be recognized. During
the experiments, 19 true positives and 28 true negatives were measured, while errors
involved 7 false positives and 2 false negatives. This leads to an overall accuracy of
85%, and a precision of 90% (see Table 1). Errors were mainly due to instabilities
in the patterns found by the motion detector, and can therefore be corrected by
smoothing such motion information.

(a)

(b)

Fig. 3 Two experiments: in the lab, the omnidirectional camera detects a fall, then the Ulisse PTZ
camera focus on it (a); in the real apartment, the prespective camera tracks a person then detects a
fall (b).

The sound detection system has been trained using a total of 60 seconds prerecorded sound data, distributed between screams, bangs, broken glasses, and dog
barking samples, together with a special “background” class of human voices in
unharmful situations. Experiments for evaluating performance of the sound recognition system reported 83% of true positives and 94% true negatives with 16% of
false negatives and 5% of false positives, showing a correct perception of sound
events in the 85% of the cases. The system gathered an overall accuracy of 88% and
a precision of 83% on its measurements (see Table 1).
However, thanks to the multimodal approach, the complete system has been able
to outperform the performances of the single modalities, giving a correct evaluation
of true positives and negatives of 98%: when the system is not able to recognize an
event through one channel, a second one will recovery the situation, improving the

A multimodal distributed intelligent environment for a safer home

0.90

0.09

0.2

0.8

(b) Sound Identification
Predicted classes
Scream Gunshot Glass Bark
Actual classes
G
Sc
un
Ba Gl
re
as
s
rk
am
h
s
ot

Actual classes
N
ot
Fa
Fa
lli
ng
lli
ng

(a) Fall Detection
Predicted classes
Falling Not Falling

11

0.85

0.11

0.04 0.00

0.08

0.85

0.07 0.00

0.02

0.02

0.96 0.00

0.06

0.27

0.00 0.67

Table 1 The confusion matrices of (a) the people falling detection system and of (b) the sound
identification system.

total performances of the whole system. At last, the tracking bounding boxes and
the reliable sound localization estimation assured in the 83% of the cases a correct
framing of the PTZ cameras to the event sources.

5 Conclusion and future work
In this paper, an intelligent perception system has been presented, capable of performing surveillance tasks based on multimodal (audio and video) sensors, that
make it possible to perceive different kinds of features on the environment. The system was successfully used during the project Safe Home as a part of a domotic infrastructure provided by industrial partners, in a real environment, to provide assistance to elderly people, by detecting people falls and classifying sounds connected
with dangerous situations. The use of the visual and auditive modalities assured an
improvement of the performances respect to single channels. The system has been
also capable of coordinating active sensors (PTZ cameras) in order to react to perceived stimuli, for instance by letting the active cameras framing a region where a
sound triggering an alarm has been perceived.
Future efforts will aim at improving already available modules: regarding the fall
detector, a people detector algorithm could be used together with the current motion
detector, to strengthen the recognition – but the motion detector will anyway be
needed, since motion information is crucial to detect fall events. Moreover, sound
processing will be improved by adding a people identification module, capable of
verifying the identity of the people in the environment, detecting potential intrusion
by unauthorized people.
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