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Abstract In this paper, we present an improved version of our Dual Laser Triangulation System, a low-cost color 3D model acquisition system built with commonly
available machine vision products. The system produces a color point cloud model
of scanned objects that can be used to perform completeness inspection tasks on assembly lines. In particular, we show that model acquisition and reconstruction can
be achieved in real-time using such a low-cost solution. Our results demonstrate that
3D-based inspection can be achieved readily and economically in a real industrial
production environment.

1 Introduction
Machine vision is widely used for quality control tasks in industrial environments. In
the past, such systems have relied mainly on 2D-based image analysis [4]. Without
depth information, difficulties often arise when dealing with non-rigid objects such
as hoses and cables, and when the contrast between the background and the part to
be inspected is low. As a result, there is a high interest in using 3D model acquisition
technologies to overcome these problems.
Although commercial 3D scanner products are becoming more readily available [2], their proprietary nature and limited configurations make it difficult to
adapt them to different needs in an industrial environment. Some of them only
produce range images with only depth information, making it difficult to perform certain inspection tasks that can be easily performed with color information.
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On the other hand, devices that produce both color and depth information usually have a prohibitively high cost. Our current research is focused on developing a low-cost color 3D model acquisition system that can be highly configurable
for a variety of completeness inspection tasks (presence/absences of parts, correct type/position/orientation). The reconstructed model will include both depth and
color data so that both type of information can be readily exploited for the inspection task at hand. To this end, we have developed a prototype using commercially
available machine vision products. We have previously introduced our Dual Laser
Triangulation System (DLTS) in [5]. In this paper, we present improvements to this
system. In particular, we have integrated our DLTS with a conveyor belt system, and
substantially improved the processing software to perform in real-time, making our
system readily deployable in a real industrial production environment.

2 System Configuration
2.1 Dual Laser Triangulation System
In a laser triangulation system, if the plane of the a laser line with respect to a camera is known, the 3D position of laser points observed on the image plane can be
recovered through triangulation. When a laser triangulation system is used in an assembly line operation where the sensor assembly is scanning from a fixed direction,

Fig. 1: Configuration of our Dual Laser Triangulation System (DLTS). Here, the
pink object cannot be observed by the left laser due to occlusion from the taller
green object. Using dual lasers alleviates this problem.
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Fig. 2: A practical example of the advantage of our DLTS over a single laser system. (a) Image of the sample part being inspected. (b) Using dual lasers, the white
connector being inspected (circled in yellow) is occluded in the scan of one laser
(green dots) while visible in other laser (red dots).

occlusions are bound to occur due to object geometry. Although it is possible to use
two cameras to observe a single laser line to mitigate this problem, as we have previously argued in [5], using dual lasers with one camera is more advantageous due to
the lower cost and the lower data processing. Our Dual Laser Triangulation System
(DLTS) consists of a downward-looking camera and two line lasers at a fixed orientation with respect to the camera (Fig. 1). A line light provides illumination to part
of the scene so that color texture in addition to depth information can be obtained.
Fig. 2 illustrates how our DLTS is able to alleviate the occlusion problem on one of
our sample inspection parts.

2.2 Hardware Prototype
In our first prototype, our DLTS was mounted on a robot arm (Fig. 3a), which is
moved over the object to be scanned and inspected. While this setup makes it flexible
to position the camera and lasers at arbitrary angles to obtain the scan, the large
workspace of the robot arm makes it difficult to construct a compact enclosure to
control the lighting. We have constructed another prototype system incorporating
a conveyor belt (Fig. 3b) that simulates more realistically a typical assembly line
environment. In this system, an enclosure made with black curtains draped over the
sensor assembly allows us to create a controlled lighting environment, so that laser
line detection can be performed easily. The distance between the sensor assembly
and the conveyor belt (h in Fig. 1), as well as the orientation of the laser lines with
respect to the camera (angles α and β in Fig. 1) can be easily adjusted to adapt to
different inspection requirements, as will be elaborated in §2.4.
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Fig. 3: (a) Our first prototype with the DLTS mounted on a robot arm. (b) Our
current prototype with the DLTS integrated into a conveyor belt system.

2.3 Sensor Calibration
As before, our system is calibrated using a three step process as described below.

Camera Calibration
The intrinsic parameters of our camera is recovered using the widely used planebased technique by Zhang [6].

Camera to Laser Calibration
The plane of the laser lines with respect to the camera is recovered by observing
the projection of the laser lines on a checkerboard placed at various arbitrary orientations. After the pose of the checkerboard is recovered, the 3D location of the
observed laser points can be triangulated. Repeating this at various checkerboard
orientations results in a collection of 3D points spanning the plane of the laser lines.
The parameters of the laser planes are then determined using principal component
analysis.

Camera to Conveyor Belt Calibration
To combine the triangulated points obtained across different frames into a single
model, the motion of the scanned object on the conveyor belt relative to the camera
coordinate frame needs to be known. To recover this translation, we place a calibration board on the conveyor belt and acquire images of it after commanding the
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Fig. 4: Camera to conveyor-belt calibration using multiple rigidly connected
checkerboard patterns (i.e., printed on a same sheet of paper).

conveyor belt to different positions. Instead of a single checkerboard pattern, the
calibration board has three separate patterns printed on the same sheet of paper, so
that the separation distances between them are precisely known (Fig. 4). This is
done so that the range of the motion is not limited by the need to maintain the same
checkerboard pattern within view of the camera at all the different positions.
In addition to being a pure translation, the motion of an object on a conveyor belt
is further constrained because the translation should lie in the same plane as the conveyor belt itself. Thus, we formulate the calibration problem as a constrained pose
estimation problem [3]. Instead of estimating n general poses {Ri ∈ SO(3), Ti ∈ R3 }
(rotation and translation from the camera to the checkerboard at position i = 1 . . . n)
with 6n DOF, we impose the following constraints. First, because the motion between the checkerboard poses should be pure translations, all of the rotations should
be the same, R1 = Ri = . . . = Rn , so we estimate a single rotation R for all of the
poses. Second, the translations between all of the poses should be collinear, so we
estimate a single direction vector tˆ ∈ S2 such that Ti = T1 + µitˆ, where µi is the
magnitude of the translation from the first checkerboard pose to the i-th pose. Third,
because the translation should lie in the plane of the checkerboards, tˆ is characterized using a single parameter θ such that tˆ = cos θ î + sin θ jˆ, where î and jˆ are unit
vectors along the X and Y axes in the checkerboard coordinate frame. Hence, the
objective function for our pose estimation problem is:
argmin∥x j − K · [R|Ti ] · X j ∥2
R,θ ,µi

(1)

This equation involves 6 + n independent variables (3 for R, 3 for T1 , θ , and µi
for i = 2 . . . n). Here, K refers to the camera calibration matrix, x j are the observed
image coordinates of the checkerboard corners, and X j are the 3D coordinates of the
checkerboard corners.
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2.4 Point Cloud Density and Resolution
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Fig. 5: Definition of terms used to characterize point cloud density.
The point density of the reconstructed 3D model is determined by a number of
interdependent factors, including the camera frame rate, the speed of the conveyor
belt, and the orientation of the laser lines. As illustrated in Fig. 5, we define the
translation scan density as the distance between laser scan lines on a surface parallel to the translation direction, the vertical scan density as the distance between
laser scan lines on a surface perpendicular to the conveyor belt, and the lateral scan
density as the distance between adjacent points in the same scan line.
The translational scan density is simply a function of the conveyor belt speed
v and the camera frame rate f ps: densitytranlational = f vps . The vertical scan density is additionally dependent on the laser line orientation α : densityvertical =
densitytranslational · tan(π − α ). The lateral scan density is dependent on the camera focal length f , the pixel size s px , and the actual scene distance h: densitylateral =
s px · hf . Assuming unit pixel resolution (i.e., no subpixel localization of the laser
points), the lasers can be oriented so that the their imaged points span half of the
image over the range of the height of the scanned object. Thus, the vertical resoluscanned object height
tion of our DLTS is resvertical = maximum
.
0.5·image height
Table 1: Reconstruction density and resolution
Parameter
Translation Scan Density
Vertical Scan Density
Lateral Scan Density
Vertical Resolution

Value
0.75 mm
1.61 mm
0.09 mm
0.17 mm
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Table 1 shows the reconstruction density and resolution for our current setup,
with v = 15mm/s, f ps = 20, α = 25◦ , h = 350mm, f = 17mm, and s px = 4.4µ m.
The camera has a resolution of 1600x1200 pixels.

3 3D Model Acquisition Pipeline
Our 3D model acquisition pipeline follows a standard approach [1]. Previously, our
system is configured in a two-pass operation, with the lasers on and the lights off
during the forward pass to acquire range information, and with the lasers off and
the lights on during the backward pass to obtain texture information. By integrating
a collimated line light as shown in Fig. 1, a single-pass operation is made possible.
Also, we believe that a colorized point cloud (§3.4) along with a stitched texture
image (§3.5) is sufficient for most inspection tasks, so we have omitted the timeconsuming step of surface mesh reconstruction.

3.1 Laser Detection
The two lasers are positioned carefully such that their line of intersection is well
above the height of the object to be inspected, so their reflectance are restricted to
separate halves of an image. Each column in each half of an image is scanned for
the location of the respective laser line. Although the line lasers we are using are
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Fig. 6: Laser detection. (a) Single frame showing laser line reflectance across the
sample part. (b) Laser reflectance profile across the single column highlighted in
yellow in (a).
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red, simply searching for the peak value in the red channel along each column in
the image is not very robust, as the laser line often saturates the CCD sensor, and
spurious reflections of the laser line onto neighboring surfaces can result in multiple
peaks, as shown in Fig. 6. Instead, we scan for the peak of the sum of the pixel
values across the RGB channels. This laser detection method effectively results in
unit pixel localization accuracy.

3.2 Point Cloud Generation
The detected laser points are triangulated as described in [5]. To combine scans from
multiple frames into a single point cloud mode, the triangulated 3D points from each
frame i are translated along the conveyor belt direction by a distance di as given by
the conveyor belt encoder (Fig. 7). The laser points from each frame are triangulated
and integrated into the point cloud in real time.

Fig. 7: Point cloud generated by combining the laser points observed by both lasers
and referencing them to a common coordinate frame.

3.3 Range Image
Range image generation is a one-time process performed after the entire point cloud
has been constructed. It is generated by simply projecting the point cloud onto the
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image plane at a user-specified resolution, and can be completed extremely fast in
the order of milliseconds. Example images can be found in [5].

3.4 Point Cloud Coloring
For each texture image, the camera is positioned over the point cloud at the position where the image was acquired, and the points are projected onto the image
plane. The projected points that lie within the image are assigned the color of their
corresponding pixels. Fig. 8 shows the results of this process on two sample parts.
Because successive images overlap, to minimize processing time, the point cloud
is partitioned evenly between the images so that each point is only colorized using
a single image. Thus, each point is texturized using the view whose image center is
closest to the point. To produce better results, each point could be texturized using
the view where the viewing angle and the surface normal is minimized. However,
this would require estimating a surface normal for each point, thereby increasing the
processing time.

(a)

(b)

Fig. 8: Colored point cloud for two sample parts.

3.5 Texture Stitching
For some inspection tasks, traditional 2D image analysis may still be the best approach. We accommodate for this by generating a texture image stitched together
from successive frames using the known conveyor belt motion. We follow a similar
procedure as described in [5], with modifications that discards overlapping regions
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(a)

(b)

Fig. 9: Texture stitching. (a) Using nearest neighbor interpolation. Some of the sharp
discontinuties are highlighted in yellow. (b) Using bilinear interpolation and pixel
blending across successive frames.

between successive frames to minimize processing time, as we have done in the
point cloud coloring process. Furthermore, instead of using nearest-neighbor interpolation, which produces sharp discontinuities (Fig. 9a), we have used bilinear
interpolation along with blending of pixel values between successive images to improve the results (Fig. 9b).

4 Experiments and Results
Table 2 shows some performance statistics of our color 3D model acquisition
pipeline over a typical scan using a standard workstation (Intel Xeon E3-1225 quadcore @ 3.1GHz). The acquisition consists of 380 laser frames and texture frames (19
seconds), producing a point cloud with 473,192 points (Fig. 8a). The total execution
time of 18.5ms is well under the 50ms frame acquisition interval (for 20 fps).
Table 2: Performance Statistics
Process
Laser Detection and Triangulation
Range Image
Texture Stitching
Point Cloud Coloring
Total

Time per Frame Total Time
15.835 ms 5, 589 ms
N/A
76 ms
0.725 ms
250 ms
1.896 ms
654 ms
18.456 ms
6.84 s
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5 Conclusions and Future Work
We have demonstrated a color 3D model acquisition system that can perform in
real-time, making our system suitable for deployment in a real industrial production
environment. We are currently building a generic library of inspection algorithms
that can be applied to the colorized point cloud and stitched texture images, and we
plan to demonstrate a complete low-cost 3D inspection system soon.
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