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Abstract— In this paper, we present a robust and flexible
vision system for 3D localization of planar parts for industrial
robots. Our system is able to work with nearly any object with
planar shape, randomly placed inside a standard industrial bin
or on a conveyor belt. Differently from most systems based on
2D image analysis, which usually can manage parts disposed
in single layers, our approach can estimate the 6 degrees of
freedom (DoF) pose of planar objects from a single 2D image.
The choice of a single camera solution makes our system
cheaper and faster with respect to systems using expensive
industrial 3D cameras, or laser triangulation systems, or laser
range finders. Our system can work virtually with any planar
piece, without changing the software parameters, because the
input for the recognition and localization algorithm is the CAD
data of the planar part. The localization software is based on
a two step strategy: i) a candidates selection step based on a
well-engineered voting scheme ii) a refinement and best match
selection step based on a robust iterative optimize-and-score
procedure. During this second step, we employ a novel strategy
we called search-in-the-stack that avoids the optimization from
being stuck on local minima (representing false positives)
created when objects are almost regularly stacked.
Our system is currently installed in seven real world industrial
plants, with different setups, working with hundreds of different
models and successfully guiding the manipulators to pick
several hundreds of thousands of pieces per year. In the
experiment section, we report statistics about our system at
work in real production plants on more than 60000 cycles.

I. INTRODUCTION
One of the key challenge in highly automated robot-aided
manufacturing is the capability to automatically identify and
locate parts, thus the robot can grasp and manipulate them in
an accurate and reliable way. In general, parts are randomly
placed inside a bin or in a conveyor belt, so one needs
sophisticated perception systems to identify and precisely
locate the searched objects. Usually, this perception task is
referred as the “bin-picking” problem, and it has been widely
studied in the last decades due to its strong impact in the
flexibility and productivity for manufacturing companies.
In this work, we present a robust and well-engineered system
that allows to detect and to precisely locate parts of arbitrary
planar shapes matching them with CAD input models. Our
system uses a single high resolution camera that frames
a container containing hundreds instances of an object at
random positions (Fig. 1). Our system can deal with any
displacement along the x, y and z axes, any rotation around
the z axis (object yaw) and rotations up to ±40 degrees
1 Pretto and Menegatti are with the Department of Information Engineering, University of Padova – 35131 Padova, Italy {alberto.pretto,
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Fig. 1. Two hardware configurations of our bin-picking system: (a) the
camera mounted on the robot arm, with a led light ring; (b) the camera
mounted on a fixed frame, with a diffuse light source (see Fig. 6).

around x and y axes (object pitch and roll). In our experience,
this limitations in the pitch and roll is not an issue when dealing with planar object randomly placed inside a container.
Moreover, manipulators usually cannot handle planar object
with rotations over these bounds.
Thanks to the availability of many commercial laser triangulation systems and laser range finders, many bin-picking
systems are currently moving from 2D to 3D. Although these
systems benefit of a full 3D representation of the workspace,
they still have some important limitations: i) The cost of
such industrial sensors is still from 3 to 10 times higher
than a conventional high resolution industrial camera; ii)
they usually require expensive devices to move the scanning
head in order to be able to scan the entire container; iii)
the detection of very thin planar shapes, usually disposed in
smooth hills, imposes a high precision in depth estimation
that requires very expensive sensors and usually limits the
active search area along the z-axis to a few centimeters; iv)
with a 3D sensor is usually impossible to recognize specific
patterns drawn on the object surfaces (e.g. a silk-screen) that
may identify the correct object side.
Our solution using a 2D camera provides to be a reliable,
cost-effective and less invasive system to be installed in existing robotic cells. The objects can have a thickness starting
from 0.5 mm up to several centimeters. Our system can be
installed directly on the robot arm, see Fig. 1(a), or on a fixed
frame on the top of the workspace, see Fig. 1(b). Camera
calibration and eye-in-hand calibration1 are performed by
our system with a fully autonomous procedure. Moreover,
the only effort required to the user to configure the system
and to manage new objects is opening the CAD file of the
new model.
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1 Eye-in-hand calibration is the process of identifying the camera reference
frame with respect to the manipulator reference frame.

Our recognition and localization strategy is successful thanks
to an improved and highly engineered edge-based vision
algorithm. The following paragraph summarizes the key
solutions we identified to make so effective and so robust our
approach. First, we collect a list of objects’ pose hypothesis
(or “object candidates”) using edgelets, instead of edges or
points, in a Hough-like voting scheme. As we will see in
the following, the winning solution is the use of the Scharr
operator to generate gradient magnitude images. For each
hypothesis, we then extract the rigid body transformation
that relate the object frame with the camera frame performing a coarse-to-fine registration based on a constrained
optimization procedure that exploits specific image gradientbased cost functions, based on an a novel effective operator
we call adaptive saturation. For each initial object pose
candidate, we perform a sequence of optimizations, each one
followed by a scoring test, introducing a further constraint
in the optimization that enables our system to avoid to get
stuck in local minima, possibly representing false positive
solutions. We called this novel strategy search-in-the-stack.
The best match (i.e., the next object to be grabbed) is
finally selected between all registered objects using a robust
gradient direction-based scoring function. Robustness against
illumination changes is guarantee thanks to a well-engineered
illumination system and a high dynamic range (HDR) image
acquisition technique. The main contributions of this paper
are:
• An effective iterative optimize-and-score registration
procedure, that employs a constrained optimization
strategy that avoids the registration from being stuck
on local minima. Actually, these minima often represent
unreal objects created by the not perfect superimposition
of two objects;
• A smooth cost function based on a dynamically adapted
gradient magnitude.
A. Related Works
Vision systems for recognition and localization of objects,
based on standard cameras and 2D image analysis, have
been widely used in industrial automation for many years.
A vision-based recognition system for planar object has
been proposed in [1], where a set of invariant features
based on geometric primitives of the object boundary are
extracted from a single image and matched against a library
of invariant features computed from the searched objects
models, generating a set of recognition hypothesis. Hypothesis are then merged and verified to reject false recognition
hypothesis. In [2], Rahardja and Kosaka presented a stereo
vision-based bin-picking system that, starting from a set
of model features selected by an operator, search for easy
to find “seed” features (usually large holes) to roughly
locate the searched objets, and then look for other, usually
small, “supporting” features used to disambiguate and refine
the localization. In [3], the Generalized Hough Transform
(GHT) is used for 3D localization of planar objects, the
computational complexity of the GHT is here reduced by
uncoupling parameter detection. Shroff et al. [4] presented a

vision-based system for specular object detection and pose
estimation: authors detect a set of edge features of the
specular objects using a multi-flash camera that highlights
high curvature regions, a multi-view approach is exploited
to compute the pose of the searched object by triangulating
the extracted features. An overview of general vision-based
object recognition and localization techniques can be found
in [5], along with a performance evaluation of many types
of visual local descriptors used for 6 DoF pose estimation.
In the last years many object detection and recognition
systems that exploit 3D data (e.g., point clouds) grabbed by
3D sensor like RGB-D cameras, laser triangulation systems
and laser range finders, have been presented. Buchholz et
al. [6] presented an industrial bin-picking system based on
a RANSAC-like (Random Sample Consensus) approach to
match a 3D point cloud of the workpieces against the CAD
model of the searched object: pose hypothesis are generated
collecting a subset of matches between couples of oriented
points in the model and the 3D data, matching quality
is given by the amount of contact between the surfaces.
Skotheim et al. [7] proposed a pick and place system based
on a 3D sensor mounted on a robot, enabling different viewpoint options for different objects. The 3D object recognition
and localization problem is faced using a Hough-like voting
scheme, based on a simple feature descriptor of pairs of
oriented points, to generate a list of pose hypothesis of the
searched part. A subset of hypothesis are then chosen using a
nearest neighbor clustering algorithm, the alignment is finally
refined using the ICP algorithm [8]. 3D descriptors such as
the Viewpoint Feature Histogram (VHF) and the Fast Point
Feature Histograms (FPFH) features computed over dense
depth maps of the scene provided by range sensor devices as
the Kinect system or a laser range scanner has been presented
and exploited in [9] and [10]. Hybrid methods for object
recognition and localization based on the integration of dense
geometric information and visual features extracted from the
Kinect sensor data has been proposed in [11] and [12]. These
systems placed first and second in the ICRA 2011 Solutions
in Perception Challenge [13]. In [14], Lai et al. proposed
an effective view-to-object sparse distance, used to match
the current query object with the objects included in the
database, that combines all views of an object instance.
II. OBJECT DETECTION
The starting point of our recognition strategy is a hypothesis selection algorithm that extracts a set of objects
candidates (i.e., their ’rough’ locations) from the input image,
based on the given model template. We employ a modified
Generalized Hough Transform voting scheme [15], based on
edge points.
A. Edge Points Extraction
In our experience, standard edges detection algorithms,
based on Canny [16], tends to fail to detect the full edge
structures in presence of very low gradient magnitudes, usually due to the Gaussian filtering step included in the Canny
detector. We instead adopt the concept of edgelet, a straight

segment that can be part of a longer, possibly curved, line,
extracted using a state-of-the-art detection algorithm for line
segment detector called LSD [17]. This algorithm searches
the input image for edgelets starting from pixels with higher
gradient magnitude, looking in the neighbourhood for pixels
with similar gradient directions. A line-support region is
therefore selected and validated in order to discard the
outliers.
We employ the LSD algorithm on a scaled version of the
input image in order to reduce false detections due to the
image noise. For each detected edgelet, we collect a set
of n edgels {e1 , . . . , en } ∈ R2 that represent the edgelets
pixels, expressed in normalized image coordinates (in Fig. 2
some examples), along with the related edgelet discretized
directions dir(ei ), i = 1, . . . , n.
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Fig. 3. Selected hypothesis given the edgelet sets extracted in Fig. 2.
Higher score hypothesis are in red, blue, green, etc. (in descending order),
whereas low score hypothesis are in black.
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Fig. 2. Some edgelet detection results in (a) and (b): the detected edgelets
are depicted in red. In (c) and (d) examples of very tough images with false
positives and false negatives for edgelet detection. In (c) false detections due
to texture of the searched object; in (d) undetected egdges due to very low
contrast on overlapping objects (image (d) left) and false detections due to
surface reflections (image (d) right). Nevertheless, true positive hypothesis
are correctly extracted by the employed voting scheme (see Fig. 3).

B. Voting Scheme
Following the conventional Hough-like approach, each
edgel contributes to the hypothesis selection voting inside an
accumulator defined on a discretized parameters domain. For
the sake of efficiency, we limit the parameters space to scale,
rotations around the z axis (yaw), and 2D translations along
the x and y axes. This is just like assumig that all the objects
are disposed on ideal planes, perpendicular to the camera
optical axis. Obviously, this assumption is constantly violated
in a real world scenario. We overtake this limitation explicitly
taking into account the object pitch and roll during the voting
procedure, i.e. each edgel votes in a neighbourhood of the
ideal point, that is the space spanned by the object points
for all the rotations around x and y axes we consider. For
pitch and roll limited to ±40 degrees, the shape deformation
introduced by the homography that maps the model shape to

the image plane is relatively small.
Starting from the CAD model of the searched object, we
initially produce a rasterization of the template, i.e. a set of
m points {o1 , . . . , om } ∈ R3 in the object reference frame2 ,
along with the related discretized directions dir(oi ), i =
1, . . . , m (i.e., the local directions of the edge the raster
points belong to). Typically we employ a rasterization step
of 1 − 2 mm. Note that, if the object is not symmetric over
reflection (e.g., in Fig. 8, only shape (f) is symmetric), the
following hypothesis selection procedure should be repeated
also with a new set of raster points obtained from the
transformed original model.
We assume that the possible minimum and maximum heights
(distance from the camera, dmin and dmax ) of the objects
inside the bin are given as an input parameter. Given these
distances, we can define a set of s discretized distance d1 =
dmin , d2 , . . . , ds = dmax that represent the first dimension
(i.e., the scale) in our parameter space. For each distance, we
consider a set of t discretized rotations {r1 , . . . , rt } defined
in the space of all the possible rotations around the camera
optical axis (object yaw). For each distance (i.e., scale) dh
and yaw rk , we finally define a bi-dimensional accumulator
A(p), p ∈ R2 , representing the 2D discretized translations
along the x and y axes of our parameter space. The scale
dh and the yaw rk can be represented as a rigid body
h,k
transformation gcam,obj
∈ SE(3) from the object frame to
the camera frame (with no translations along the x and y
axes, x = y = 0): given this transformation we can project
the raster points on the image plane, i.e.:
h,k
bh,k
o
= π(oi , gcam,obj
) ∈ R2 , i = {1, . . . , m}
i

(1)

2 Actually, since the objects have planar shape, all the raster points share
the same z coordinates, i.e. z = 0.

with π a general projection function3 . Since we have established the rotation and the scale, our input edgels can
now vote in the reduced parameters space represented by
bh,k
the accumulator A(p). For each o
i , we select the subset:
Eh,k
:= {ej |dir(ei ) = dir(b
oh,k
i
i )}

(2)

Each ej in Eh,k
will vote in A, A(p) = A(p) + 1, in a set
i
of bins p such that:
p=

bh,k
− th,k
ej − o
i
i
step

(3)

where step is the translation step defined for the accumulator
h,k
= th,k
A and th,k
i (1), . . . , ti (ni ) is a set of (discretized)
i
2
translations in R that span the x, y parameters space for
the raster point oh,k
for all the object rotations up to
i
±40 degrees around x and y axes.
In other words, if we project a raster point oi on the image
plane we obtain a point (b
oh,k
i , given by Eq. 1) where the
image coordinates represent the displacement from the origin
of the object, that correspond to the origin of the image
bh,k
plane. Only the edgels ej with the same direction of o
i
can be matched with this point, so they vote for an object
bh,k
2D translations given by ej − o
i . This is the case when
we consider only objects perpendicular to the camera optical
axis. If we take into account also the pitch and roll, the
bh,k
raster point oi will be projected in a neighbourhood of o
i :
here we explicitly take into account this fact by computing
a discrete set of displacements th,k
that approximate this
i
neighbourhood. In order to improve computational efficiency,
bh,k
we compute off-line the set of points o
and the related
i
h,k
displacements ti .
C. Candidate Extraction
Choosing a set of maxima in the whole accumulator is
not a good idea, because one region of the image may
contain objects with strong edges, therefore a large number
of edgelets, whereas another region may contain no edgelets
due to very low contrast (e.g., Fig. 2(d)). Therefore, we
partition each accumulator A into tiles (e.g., 5 × 5 cells)
looking for maxima inside each tiles, over the whole space
of discretized scales and rotations. In other words, given
a cell that bounds the 2D translations along the x and y
axes, we iterate over the scales and the rotations sorting the
accumulated bins in descending order, and then selecting
a set of higher scored hypothesis (e.g., 3 for each tile),
greater than a safe threshold. Note that at this point of
the procedure, we prefer to relax this threshold in order to
obtain more hypothesis (even false positives) that will be
refined or discarded in the following steps (see Sec. III). The
whole set of selected bins represents a set of l hypothesis
1
l
ḡcam,obj
, . . . , ḡcam,obj
for the object locations (or “object
candidates”), disposed on ideal planes, perpendicular to the
camera optical axis. In Fig. 3 are shown the hypothesis
selection results for the extracted edgelets reported in images
3 Since no translations along x and y are applied, the origin of the object
frame will be projected on the origin (i.e., the center) of the image plane.

of Fig. 2. The presented voting scheme is able to select
the correct hypothesis even in presence of false edgelets
detections due to object texture (Fig. 3(c)), undetected egdges
due to very low contrast, or false detections due to surface
reflections (Fig. 3(d)).
III. OBJECT POSE REFINEMENT AND SCORING
Once we have obtained a set of objects candidates by
means of their scale, yaw, and x and y translations (see
Sec. II), we need to precisely locate each true positive
objects, discard the outliers, and select the best match that
represents the next object to be grabbed. Our method employs an iterative optimize-and-score strategy, that provides
at the same time a precise full 3D object localization, a
search procedure to locate overlapping multiple objects, and
a halting criterion that stops the registration.
A. The Optimization Framework
The basic procedure we employ is a gradient-based
scheme to estimate the position in 3D of an object, by
minimizing an image-based cost function.
As in Sec. II, given a set of m raster points extracted from
the CAD model of the object, {o1 , . . . , om } ∈ R3 , and
a general rigid body transformation gcam,obj = [R|T] ∈
SE(3) from the object frame to the camera frame, from Eq. 1
bi . We
we can obtain the corresponding image projections o
can also express the transformation gcam,obj in terms of a
translation vector T = [tx ty tz ]T and a orientation vector
Ω = [rx ry rz ]T , both in R3 . We make explicit this fact using
.
b is the
the notation g(T, Ω) = gcam,obj . R(Ω) = exp(Ω)
rotation matrix corresponding to the rotation vector Ω, where
b is the skew-symmetric matrix corresponding to Ω, and
Ω
.
LogSO(3) (R(Ω)) = Ω is the rotation vector Ω corresponding
to the rotation matrix R(Ω) [18]. Our optimization procedure
aims to find the parameters (T̃, Ω̃) ∈ R6 that minimize:
m

φ(T, Ω) =

1X
2
σ(Ω) ∗ f [π(oi , g(T, Ω))]
2 i=1

(4)

i.e.:
(T̃, Ω̃) = argminT,Ω φ(T, Ω)

(5)

where f [·] : R2 → R is a function defined in the image
domain, while σ(Ω) is a penalty function that tends to
force our unconstrained problem to remain inside a bounded
rotation domain with pitch and roll limited to ±40 degrees.
This not strict constraint allows our minimization procedure
to converge smoothly also with objects position close to the
rotations bounds. Given nobj the current normal vector of
the object in the camera frame and zcam = [0 0 1]T , we
define our current pitch/roll rotation Θcur as:
Θcur = arccos(zcam · nobj )

(6)

with · the dot product. If we set our pitch and roll rotation
limit as Θlim (e.g. 40 degrees in radians), we define σ(Ω)
as:
(
1
if Θcur ≤ Θlim
σ(Ω) =
(7)
expα∗(Θcur −Θlim ) otherwise

with α a constant penalty factor we set to 10.
Basically, we choose as f [·] the negative gradient magnitude image, i.e.:
f [p] = max(Im ) − Im (p)

(8)

where:
Im (p) = |Ix (p)| + |Iy (p)|

(9)

with Ix and Iy the image gradients and p a pixel coordinates.
max(Im ) is highest value that the gradient magnitude image
can obtain. Image gradients tends to respond maximally to
regions with high spatial frequency that correspond to edges.
A “correct” objects location g(T, Ω) will project the raster
points in image points that belong to object contours: the
image gradient likely will respond here with local maxima,
so Eq. 4 will obtain lower values. As a numerical method
for the minimization problems, we employ the LevenbergMarquardt algorithm (LMA), while in Im (p) we obtain
sub-pixel precision using bilinear interpolation. In Eq. 4,
we use as initial guesses for g(T, Ω) the object locations
1
l
ḡcam,obj
, . . . , ḡcam,obj
extracted during the hypothesis selection step (Sec. II).
B. The Cost Function

(a)

the gradient direction image: unfortunately, this function is
not locally smooth, so a minimization procedure will be often
stuck in local minima, providing wrong localization results.
The solution we propose is to apply to the Scharr-based
gradient magnitude image Im (p) an operator that increases
the edge responses in a way that almost all the pixels that
belong to edges tend to “saturate” to max(Im ). Using a fixed
threshold is not a good idea: the introduced discontinuities
will negatively affect the convergence properties of the LMA
procedure. We instead introduce an operator that modifies
the gradient magnitude by exponentiation. The idea is to
assume that in Im (p) a small portion δ (e.g., we use a fixed
δ = 5%) of the entries with highest values belongs to objects
edges: all the values in Im (p) will be raised by an exponent
λ, computed for each image using δ, such that only the δ
(highest) values will be “saturated” to the maximum value
max(Im ). We call this operation adaptive saturation, applied
to Im (p):
(
λ
λ
(Im (p))
if (Im (p)) ≤ max(Im )
sat
Im (p) =
(10)
max(Im ) otherwise
Using Eq. 10, Eq. 8 simply becomes:
f [p] = max(Im ) − Isat
m (p)

(11)

In Fig. 4(b) is reported the gradient magnitude image of
Fig. 4(a) after applying Eq. 10: even if the saturation involves
also some image noise and surface reflections, the majority
of the edges pixels obtain an high value, close or equal to
max(Im ) (represented in white).

(b)

Fig. 4. In (a), the Scharr-based gradient magnitude image for the image
in Fig. 2(d); in (b) the gradient magnitude (a) after the adaptive saturation.

In our implementation, we compute the gradient magnitude image Im (p) using the Scharr operator provided with
the OpenCV computer vision library [19], that in our experience gets better results compared with the conventional Sobel
operator. Despite that, one limitations for all the gradient operators is the non-constant responses to edges: “strong” edges
will respond with higher values than edges that belong to
low contrast regions into the image. An example is reported
in Fig. 4(a), where the gradient magnitude of Fig. 2(d) is
reported: well defined edges in the input image get higher
magnitude (represented in brightness color) than weak edges.
This will negatively affect our cost function (Eq. 4): the
LMA iterative procedure will find wrong solutions due to
often only a subset of the raster points will be projected on
pixel with very high magnitude (very low values for Eq. 8),
while the other raster points will be projected on undefined
locations with lower values. A better function f [·] should
provide almost constant responses for all the edges of the
objects in the image. A solution could be to use as a f [·]

C. Coarse-to-Fine Minimization Strategy
In order to cope with large displacements between the initial guess provided by the hypothesis selection step (Sec. II)
and the correct object position, we adopt a multi-scale
strategy. We run the minimization proposed above starting
from the top of a p-levels Gaussian pyramid representation
of the negative gradient magnitude image f [·] of Eq. 11,
and using the estimated parameters as initial guess for the
lower level (and lower scale) images inside the pyramid. We
employ a Gaussian pyramid with 4 levels.
D. The Scoring Function
As presented in Sec. II-C, some of the selected hypothesis
used as initial guess of the optimization may represent
false positive objects: after the position refinement presented
above, we need to employ a metric that allows us to discard
the outliers and to select the best match. We have designed
a simple but effective scoring function based on local image
bi the m raster points projected on
gradient directions. Given o
the image plane using a rigid body transformation gcam,obj ,
we can easily compute their normal directions ndir (b
oi ):
in the ideal case of a perfect match, this direction should
correspond to the local gradient directions Iθ (b
oi ) (up to a
rotation of π radians), where Iθ is the gradient direction
image. We define the scoring function as:
m
1 X
| cos (Iθ (b
oi ) − ndir (b
oi )) | (12)
Ψ(gcam,obj ) =
m 1

Clearly Ψ(gcam,obj ) can get values from 0 to 1, where
1 represents the score for a perfect, ideal match. In our
experiments, all good matches (inliers) obtain a score greater
than 0.8. We discard all the matches with a score less than
this threshold: they can be outliers (false positive objects)
or real objects partially occluded. We also use Eq. 12 as
a stopping criterion during the coarse-to-fine minimization
(Sec. III-C), using a smaller threshold of 0.7: if the estimated
parameters at a given pyramid level obtain a score less than
this threshold, we stop the procedure rejecting the object
candidate.
If the searched object includes a silk-screen, usually just in
one side, we just include the shape of the silk-screen inside
the CAD model. The score of Eq. 12 will naturally penalize
all the objects placed face down inside the bin, providing an
outlier score even if the shape is symmetric over reflection
and the object is well localized. This feature represents one
of the advantage of our system over systems that employ 3D
range sensors like laser triangulation systems or laser range
finders. Another very important side effect of using such a
scoring function is the ability of our system to discard in
a reliable way wrong objects, assuming a situation where
there are different objects in the same bin (in addition to the
objects we are looking for).
E. Search-in-the-Stack Strategy
The proposed optimization-based localization procedure
works well also with initial guess far from the correct object
position. Nevertheless, it suffers of some limitations when
objects are almost regularly stacked. This is the case when,
looking the stack from the top, it is possible to see very
small parts of objects that are under the objects on top.
An example is the object marked with the number 4 in
Fig. 5(b), that represents a challenging case: a very thin
stripe of the object below is visible from top, creating
the illusion of a bigger, “pseudo” object (i.e., an unreal
object created by the not perfect superimposition of two
objects). In these cases it could happen that the optimization
will stuck in local minima created in the cost function by
this “pseudo” object, affecting negatively the localization
accuracy. Roughly speaking, since we locate a bigger object,
we obtain a distance from the object less than the correct
depth. In order to overtake this limitation, we employ an
optimization constrained to increasing distances (along the
z-axes) from a fixed minimum zmin . We define a new set
(Tinc , Ω) ∈ R6 of parameters to be minimized, where Ω is
the same of Eq. 4, while Tinc = [tx ty zinc ]T . As before they
are defined in R6 , but Tinc has a different role. We modify
the cost function as follow, imposing to the optimization
increasing distances starting from zmin :
m
1X

2

φinc (Tinc , Ω) =

2
2
σ(Ω) ∗ f π(oi , g([tx ty zmin + zinc
], Ω))

(13)

i=1

Clearly, the new extracted local minimum will be generated
from a parameter set with z ≥ zmin .

i
Given an object hypothesis ḡcam,obj
(see Sec. II-C), our
“search-in-the-stack” strategy will be performed as follow:
1) Perform a coarse-to-fine registration (see Sec. III-C)
based on the cost function defined in Eq. 4, using as
i
initial guess ḡcam,obj
.
2) Store the current resulting parameters (T̃, Ω̃) and the
related score:

gcur ← g(T̃, Ω̃)
gmax ← gcur

(14)

scoremax ← Ψ(gcur )
3) Given gcur (T̃, Ω̃), where T̃ = [t̃x t̃y t̃z ]T , set the
initial guess as T̃inc = [t̃x t̃y 0]T and zmin = t̃z , and
perform a coarse-to-fine registration based on the cost
function defined in Eq. 13.
4) Store the current resulting parameters, gcur ←
2 T
g([t̃x t̃y zmin + z̃inc
] , Ω̃)
5) If the current score Ψ(gcur ) is greater than scoremax ,
update gmax and scoremax as in Eq. 14.
6) Repeat from point 3) for k iterations.
We set zstep = 4 mm and k = 10. This procedure is
performed for each extracted hypothesis6: we collect only
the best matches, with score greater than 0.8. The next object
to be grabbed is initially the object with the highest score.
In Fig. 5 some final results of our system: note that almost
all the objects that can be picked have been selected, with
correct localization also in case of challenges conditions
(e.g., object 1 and 4 in Fig. 5(b)).
IV. EXPERIMENTS
To evaluate the system described in this paper, we have
built a testbed system with a Fanuc M-710 industrial manipulator, Fig. 1(b), with suction cup tool and a 5 megapixels
grey-level CMOS camera mounted on a fixed frame, with a
diffuse light source, see Fig. 6. The software is implemented
in C++ using the OpenCV library for image processing.
At the end of the section, we also report data from the
real industrial installation running our system depicted in
Fig. 1(a).
A. System Setups
We obtain both the camera calibration and eye-in-hand
calibration using an automated procedure: the camera images
a checkerboard moved by the robot in a set of known positions. We exploit a standard camera calibration techniques
in order to estimate the camera intrinsic parameters, and a
bundle adjustment-like procedure [18] for the eye-in-hand
calibration. We have tested our bin-picking system with two
different imaging setups: the camera mounted on the robot
arm, with a LED light ring, Fig. 1(a); or the camera mounted
on a fixed frame, with a diffuse light source, Fig. 1(b). The
second setting is the more effective one, thanks to the diffuse
light source we employ (Fig. 6). Indeed, we obtain reduced
light reflections, effect that can negatively affect the vision
algorithms. However, for some industrial applications, the
first installation with the camera on the robot’s arm is the

(a)
Fig. 5.

(b)

Final results of our localization system for the images in Fig. 2(c) and (d). Lower indexes mean the object will be picked first.

(a)

(b)

Fig. 6. Our diffuse light source: two LED arrays (a) pointing an almost
Lambertian surface (b) mounted over the workspace, see Fig. 1(b).

50 cycles of our algorithms, with 50 different configurations
of the workspace (i.e., different random configurations for
the objects placement). The robot is programmed to dispose
the grabbed objects on a regular stack, in order to easily
evaluate the translational error along the x and y axes, and
the angular error around the z axis. In Tab. I we report
the results of this experiment. The column “First match
successes” reports the rate of the objects that has been
detected and localized as best matches (e.g., the matches
marked with 1 in Fig. 5), and then correctly picked. If the
TABLE I
P ICKING RESULTS FOR THE MODELS SHOWN IN F IG . 2.

forced solution and our system proved to be effective also
in this setup.

(a)

(b)

(c)

(d)

Fig. 7.
In (a,b,c), examples of the LDR images grabbed at different
exposure levels used to compute the HDR image of the workspace. In (d)
the resulting image computed from the HDR image using tone mapping.

In both setups, we have improved the robustness of
our system against illumination changes employing high
dynamic range (HDR) imaging techniques: we compute
a HDR image starting from a set of low dynamic range
(LDR) images of the same workspace, grabbed with
increasing exposure times, see Fig. 7 (a,b,c). We input in
our algorithms the image computed from the HDR image
using a tone mapping technique, Fig. 7 (d).
B. Experimental results
We tested our system using the setup in Fig. 1(b), with the
objects shown in Fig. 2. For each object, we have performed

Object

Model
1
(Fig. 2(a,d))
Model
2
(Fig. 2(b))
Model
3
(Fig. 2(c))

First
match
successes
96 %

Other
matches
successes
4%

Failures
(deadlock
state)
0%

98 %

2%

0%

94 %

6%

0%

Max error
(δ(x, y), δθ)
1mm,
0.5 deg
< 1mm,
0.5 deg
1mm,
< 0.5 deg

manipulator is not able to pick a selected match, our policy
is to send to the robot the next selected match with lower
score (e.g., the matches marked with 2, 3, . . . in Fig. 5), up
to picking success. We report the rate of cycles when there
is a picking success after a picking failure in the column
“Other matches successes”. A picking failure can occur, for
example, when the object get stuck due to other overlapping
objects, when the object is too close to the bin sides4 , or
when the localization is not accurate. When no objects
has been recognized and localized, or when no recognized
objects result in a picking success, the system enters in a
deadlock state. The column “Failures” reports the rate of
cycles that result in a deadlock state. The last column report
the max translational and angular error. In this experiment,
4 The

robot can’t manipulate any objects too close to the bin sides.

we obtain very high first match successes rate, with no
deadlock conditions (i.e., the system never stopped). The
localization accuracy is very good, without the need of an
additional visual aligner or external alignment tools. The
whole process takes on average 7 s for each picking cycle
on a standard desktop PC with a Core i7 processor and 4
GB memory; this is adequate for the cycle time of a usual
bin-picking and industrial assembling process. We report

successfully exploited in seven industrial plants.
We are currently working on a GPU version of the software: the implemented algorithms are highly parallelizable,
a very conservative estimation indicates a speedup greater
than 10, enabling our system to work with a cycle times of
less then one second. We also plan to improve our system
adding a reliable occlusion detection strategy that will help
our scoring function to select the better matches, enabling
our system to improve the first match successes rate.
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(a)

(b)

(c)

(d)

(e)

(f)

(g)

Fig. 8. The CAD models of the objects used for the experiments in Tab. II.
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Number of cycles
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54268
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